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Abstract In this paper, we propose a robust model for
tracking in video sequences with non-static backgrounds.
The object boundaries are tracked on each frame of the
sequence by minimizing an energy functional that combines
region, boundary and shape information. The region informa-
tion is formulated by minimizing the symmetric Kullback–
Leibler (KL) distance between the local and global statistics
of the objects versus the background. The boundary informa-
tion is formulated using a color and texture edge map of the
video frames. The shape information is calculated adaptively
to the dynamic of the moving objects and permits tracking
that is robust to background distractions and occlusions. Min-
imization of the energy functional is implemented using the
level set method. We show the effectiveness of the approach
for object tracking in color, infrared (IR), and fused color-
infrared sequences.

Keywords Tracking · Region/Boundary/Shape
information · Mixture models · KL-distance · Level sets ·
Color and infrared

1 Introduction

Object tracking is an important problem in computer vision
and it has a variety of applications, such as coding, video
surveillance, robotics, etc. It has been the focus of consider-
able research work in the last decades, centered around two
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mainstream approaches. In the motion-based approach, 2D
or 3D motion parameters are estimated for the moving objects
in a video sequence [1,2]. Motion models such as similar-
ity, affine or projective transformations are commonly used
[2–4]. This approach works well when the objects undergo
small deformations. However, its efficiency may drastically
decrease when there are significant object structure changes,
e.g., for non-rigid objects. In the model-based approach, the
tracking of the moving objects on a current frame is per-
formed by using the previous frame tracking result as a start-
ing point. The moving objects are then tracked in each video
frame by fitting a priori known parameters about the appear-
ance of the objects [5,8–13].

Among the model-based tracking methods, active con-
tours have gained popularity in the last few years [5–7,14,
15,17]. With active contours, non-rigid bodies can be tracked
thanks to the deformation capacity of the contours. Fur-
thermore, with the advent of the level set formalism [18],
changes in the topology of the objects are automatically han-
dled. Among the tracking methods that used active contours
in the past are those that assumed a static background for
the video sequence. For example, in [15,16], the authors
propose partitioning the difference image between two suc-
cessive frames of the sequence in order to separate the
moving objects from the background. In [7], a fast bound-
ary-based method is proposed for object contour tracking.
However, only the edge information is used as a cue for track-
ing, which makes the method sensitive to noise. Among the
methods operating without the static background assump-
tion, we find those described in [14,19,20,22]. In [14], the
author proposes tracking an object by finding the correspon-
dence of its pixel intensity between successive frames of a
sequence. Although the method does not require calculation
of object motion parameters, it may fail to track objects in the
presence of texture, illumination changes and/or occlusions.
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The authors in [19,20,22] propose methods for tracking by
matching the object intensity histogram between successive
frames of a sequence using active contours. However, the
histogram matching efficiency may drastically decrease if
the object undergoes intensity variations due to noise or illu-
mination changes. To make active-contour tracking robust
to noise, the author in [21] uses an autoregressive model
for describing object shape variation in image sequences. A
parametric description for the object silhouettes is, however,
required for the shape representation. Although this param-
etrization is realistic for a wide range of objects, it cannot be
applied to arbitrary non-rigid objects. In general, the diffi-
culties encountered by the above active-contour methods fall
into three main groups. The first of these is related to cluttered
backgrounds where the contours may be easily distracted.
The second problem is related to texture. Indeed, intensity
histograms are generally lacking in texture information, and
thus the tracking models may fail if a moving object contains
texture or moves over a textured or noisy area. Last, but not
least, is the problem of the sensitivity of the tracking models
to occlusions: the object may be partially or completely lost
if an occlusion occurs. These three problems, which may or
may not occur together in a given sequence, can drastically
affect the performance of the tracking or even cause it to fail.

The present paper proposes an active-contour method
which is capable of tracking multiple moving objects on
non-static and cluttered backgrounds and efficiently handling
inter-object occlusions. The method combines multiple cues
from the image to track the objects. These cues include the
color and texture of the objects, the image edge map and the
shape of the objects. The tracking is formulated by minimiz-
ing an energy functional which combines region, boundary
and shape information about the objects to find their bound-
aries in all the video frames. The region information is formu-
lated by minimizing the distance between the local and global
statistics of the objects and the background. The boundary
information is formulated using a multi-band edge detector,
which has the role of aligning the object contours with pixels
having a high discontinuity in the region information. Finally,
the shape information is formulated using the properties of
level set contours, and has the role of mitigating distraction
of the tracking in cluttered backgrounds and when object
occlusions are encountered. In the proposed method, the ini-
tialization required is only segmentation of the objects in the
first frame of the sequence. We have successfully applied the
method for tracking multiple objects in color, IR and fused
color-IR video sequences.

This paper is organized as follows: In Sect. 2, we present
the proposed method for single-object tracking. In Sect. 3,
we discuss the extension of the method to multiple-object
tracking. In Sect. 4, we show a validation of the approach on
examples of single and multiple-objects tracking and with
different image modalities. In Sect. 5, we discuss some issues

connected with the proposed method and some perspectives
for future work.

2 Formulation of the model for single-object tracking

In what follows, we denote by I (n) the nth frame in the image
sequence. The aim of the proposed tracking method is to
localize one or more moving object(s) in all the sequence
frames I (n)(0 < n < ∞), given only the segmentation of the
objects in the first frame I (0) (reference frame), which is per-
formed manually. Without loss of generality, we assume the
scene is composed of a single object moving on a background
(extension of the method to multiple objects is described in
Sect. 3 of the paper). Let us denote by � ⊆ Z+ × Z+ the
domain of frame I (n), n ≥ 0, where Z+ is the set of positive
integers, and let R(n)

obj and R(n)
bck represent, respectively, the sets

of pixels constituting the object and the background in frame
I (n). In what follows, we denote the contour of the object by
∂ R(n)

obj and the coordinates of a pixel (x, y) by x. The aim of
the tracking algorithm is to locate the object boundaries in
frames I (n), n > 0, of the sequence by using a combination
of region, boundary and shape information about the object,
given a priori knowledge of R(0)

obj and R(0)
bck. Figure 1 gives an

outline of how the different information sources are extracted
and integrated in the tracking algorithm. In the next sections,
we give the details of their calculation and the formulation
of the region, boundary and shape tracking modules.

2.1 Formulation of the region module

In principle, for color image sequences, a wide range of fea-
tures could be used for region information, including color,
texture, motion, etc. However, having a high-dimensional
region vector may slow down the tracking. Thus, we use
only color and texture features. For color, we use the CIE-
L∗a∗b∗ space, which is perceptually uniform. For texture,
we use features calculated from the correlogram of the pixel
neighborhood [23]. An element of the matrix Cυ,θ (ci ; c j )

gives the probability that, given a pixel x1 of color ci , a pixel
x2 at distance υ and orientation θ from x1 is of color c j .
From each matrix, we calculate four typical features: inverse-
difference-moment (IDM), energy (EN), entropy (ET) and
correlation(C) (see the appendix for details on the calculation
of these features). To capture a complete structure of the tex-

ture, we use four different orientations, θ ∈
{

0, π
4 , π

2 , 3π
4

}
,

and two displacements, υ ∈ {1, 2}, for the calculation of
the correlograms. In what follows, we denote by �U(x) =
(u1(x), . . . , ud(x)) the vector composed of the combination
of color and texture features calculated for the pixel x. This
vector contains seven dimensions (the first three components
are for the color features and the remaining components are

123



SIViP (2007) 1:101–117 103

Fig. 1 An outline of the proposed tracking algorithm

for the texture features). Note that the above features are used
only for color sequences. In the case where the tracking is
performed using IR image sequences, the color is replaced
by the image intensity and the correlograms by the co-occur-
rence matrices [25].

In practice, both object and background may consist of
many classes of color and texture. Thus, we propose mod-
eling them using two mixtures of Gaussian pdfs: Mobj and
Mbck. The probability of observing a value of the region
feature vector �U(x) = (u1(x), . . . , ud(x)) in the reference
frame I (0) is given as follows:

fin( �U(x)|�obj)=
Mobj∑
i=1

πi p( �U(x)|θi ) if (x) ∈ Object (1)

fout( �U(x)|�bck)=
Mbck∑
j=1

ξ j p( �U(x)|ϕ j ) if (x) ∈ Background

(2)

where fin and fout designate the mixture probabilities of the
object and the background, respectively. The terms
p( �U(x)|θi ) and p( �U(x)|ϕ j ) designate the probabilities of
multivariate Gaussians, and Mobj and Mbck designate the
numbers of classes contained in the object and the back-
ground mixtures. The symbols πi and ξ j designate the mix-
ing parameters for the two mixture models Mobj and Mbck.
The unknown parameters of the mixtures �obj = (θi , πi , i =
1, . . . , Mobj) and �bck = (ϕ j , ξ j , j = 1, . . . , Mbck) are cal-
culated using maximum likelihood estimation (MLE) [26],
which consists of getting the parameters of the two mix-
tures by maximizing the likelihood functions Lobj = ∏

x∈R(0)
obj

fin( �U(x)|�obj) and Lbck=∏
x∈R(0)

bck

fout( �U(x)|�bck). The prob-

lem of estimation thus becomes:

�̂obj = argmax�obj

[Lobj
]

(3)

�̂bck = argmax�bck
[Lbck] (4)

Here, we make the assumption that the region feature distri-
bution for the object is stationary from frame to frame. The

background distribution, however, may vary if the camera is
not static. Therefore, the mixture Mbck is recalculated at reg-
ular time intervals. Finally, the numbers of classes Mobj and
Mbck are calculated automatically by minimizing the MDL
information-theoretic criterion [27].

For each pixel x in the current frame I (n), n > 0, let us
model the region features of its neighborhood R(x) using a
mixture of pdfs f̃ (x). The size of the pixel neighborhood is
chosen sufficiently high to have enough data (e.g., 11 × 11,
13 × 13 pixels, . . ., see Fig. 2). The parameters of the mix-
ture are calculated similarly to Eqs. (3) and (4), by maximiz-
ing the likelihood of the local mixture on the neighborhood
data of the pixel. To move the initial object contour from its
position in I (n−1) to the new object boundaries in I (n), we
minimize the following energy functional according to the
contour ∂ Robj:

Er (Robj) =
∫ ∫

Robj

D( f̃ (x), fin)dx +
∫ ∫

Rc
obj

D( f̃ (x), fout)dx

(5)

where fin and fout are the distributions of the region features
in the object and background of frame I (0), which are defined
respectively by Eqs. (1) and (2). In the above functional, the
region energy is expressed using a symmetric KL-distance
which is formulated between two distributions p1 and p2 by:

D(p1, p2) = 1

2

[
KL(p1‖p2) + KL(p2‖p1)

]
(6)

with KL(p1‖p2)= ∫
z p1(z)log (p1(z)/p2(z)) dz and KL

(p2‖p1) = ∫
z p2(z)log (p2(z)/p1(z)) dz, where the inte-

grals are calculated over the domain of the variable z. We
recall also that the KL-distance defines the Mutual Infor-
mation (MI) between two random variables X and Y by:
Î (X, Y ) = KL(p(X, Y )‖p(X)p(Y )). The goal of using the
energy functional (5) is to track the new boundaries of the
object in I (n) such that the resulting local statistics for each
pixel neighborhood R(x)within the object (resp. background)
are “close” to the global statistics of the object (resp.
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Fig. 2 Illustration of the contour region energy formulated by com-
paring the local and global statistics of the object and the background

background). Theoretically, minimizing the above energy
amounts in some way to minimizing the description length
of the image code [27]. A minimal code for a pixel neigh-
borhood R(x) will be attained if we assign the pixel x to
the object when D( f̃ (x), fin) < D( f̃ (x), fout) and to the
background, otherwise. Formulating the region information
in this way has several advantages that we can summarize as
follows:

• The region vector combines texture and color features,
which allows for better separability between the object
and the background when they contain different textures
but the same color and vice versa. Further, texture fea-
tures carry information about the local structure of the
object (resp. the background) which makes the method
more robust to noise.

• Formulating the pixel assignment by using a distance
between the local and the global statistics is advanta-
geous in that it also increases the method’s robustness to
noise and illumination changes. Note that the approaches
in [14,22] can be considered as particular cases of our
method since they perform the tracking by using a pixel-
wise intensity matching between successive frames of a
sequence.

2.2 Formulation of the boundary module

In practice, there may be a strong correlation between the
object boundaries and the image edge map. Moreover, the
presence of illumination changes may cause slight variations
in the region information of the object, but the boundary
information can still describe the object since it depends only
on the image derivatives. Therefore, we propose to exploit
the boundary information of the image, together with the
region features, to steer the object tracking. To calculate the
boundary information of the multi-band image �U(x), we use
the approach proposed in [28] which defines the boundary
plausibility as follows. Consider the matrix J formed by the

derivatives of the components of the vector �U(x) according
to the coordinates x and y, respectively:

J =
(

∂u1/∂x . . . ∂ud/∂x
∂u1/∂y . . . ∂ud/∂y

)
(7)

The greatest change in �U(x) coincides with the largest eigen-
value (in absolute value) of the 2 × 2-matrix JJT =(

b11 b12

b21 b22

)
, given by λmax = 1

2 (b11 + b22+
√

(b11 − b22)2 + 4b2
12), and the direction of change coin-

cides with the corresponding eigenvector. The magnitude of
this change will constitute the boundary plausibility of the
multi-band image made of the components of the vector �U(x)

at each pixel x. In what follows, we denote the boundary plau-
sibility at pixel x by P(x), which is equal to |λmax|. To align
the object contour ∂ Robj with pixels having high boundary
plausibility, we propose to minimize the following energy
functional:

Eb(∂ Robj) =
L(∂ Robj)∮

0

g(P(s))ds (8)

where s and L(∂ Robj) represent, respectively, the arc-length
parameter and the length of the contour ∂ Robj. The symbol
g denotes a strictly decreasing function which is given by
g(P(s)) = 1

P(s)+1 . The boundary energy reaches its local
minimum when the contour is aligned with pixels having
a high boundary plausibility P(s). The minimization of (8)
also allows the contour to be kept smooth during its evolution
[29].

2.3 Formulation of the shape module

In situations where the moving object and some parts of the
background share the same color and texture properties, the
object contour may be distracted by the erroneous inclusion
of pixels from the background, thereby drifting away from
the real object boundaries. Adding prior shape information
for the object is valuable in this case to prevent distraction of
the contour. To formulate the shape information, we resort
to the formalism of level sets to represent the object contour
[18]. Let 
 : �2 → � be a level set distance function, i.e.,

(x) = ±d(x), where d(x) denotes the Euclidian distance
between the pixel x and the zero level set. The sign of 
(x)

is negative if x is inside the zero level set and positive if it is
outside. The object contour ∂ Robj is represented by its zero
level set, i.e., ∂ Robj = {x = (x, y)|
(x) = 0}. In what fol-
lows, we denote by 
(n) the level set representing the object
contour in the frame I (n). Following the work proposed in
[30], suppose 
 and 
′ are two level set functions. To min-
imize the distance between 
 and 
′, the authors propose
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Fig. 3 Illustration of the calculation of the Euclidian transformation
parameters for the object contour

minimizing the following distance:

Es(
) =
∫∫

�

(
(x) − 
′(x))2 h(
(x)) + h(
′(x))

2
dx (9)

where h(
(x)) = H(
(x))∫∫
� H(
(u,v))dudv

and H is the Heaviside

function (H(
(x)) = 1 if x is in the interior of the zero
level set, and 0 otherwise). The minimization of the above
distance according to 
 permits us to align the function 


with 
′. Note, however, that directly using function (9) in its
actual form to maintain the similarity of the object contour

(n) with 
(n−1) is not realistic, since the shape of the object
may undergo natural changes due to object motion or camera
operations such as zooming, tilting, etc. Thus, when applying
the above shape energy to the contour, we should differen-
tiate between object contour modifications due to motion of
the object or zooming for example, and modifications due to
distractions by the background.

To achieve this goal, we compare the level set 
(n) to
a version of 
(n−1) transformed using Euclidian similarity
transformation with the parameters (r, Rθ , T ), where r rep-
resents the scaling factor, and Rθ and T represent its rotation
matrix and translation vector. These parameters are estimated
based on the object contour in frames I (n−2) and I (n−1). The
parameter T is approximated using the difference between
the centers of gravity in 
(n−2) and 
(n−1), that we denote
respectively by c and c′. The scaling factor is estimated using
the fraction r = |R(n−1)

obj |/|R̄obj|, where || denotes the cardi-

nality of a set and |R̄obj| designates the average object size
in the L frames preceding I (n−1). For the rotation matrix
Rθ , we first calculate the principal axis of the objects rep-
resented by 
(n−2) and 
(n−1). The first principal axis l1 is
determined by the line joining the farthest pair of points in
the object contour and passing through its center of gravity.
The second axis l2 is defined by the line perpendicular to the
first axis that passes through the center of gravity; see Fig.
3 for an illustration. Finally, the angle of rotation between

(n−2) and 
(n−1) is approximated by the rotation angle of
the coordinate system formed by the axes l1 and l2.

2.4 Combined energy functional for tracking

By combining the region, boundary and shape modules in
one module, we obtain the following energy functional:

Etot(∂ R(n)
obj) = αEr (∂ R(n)

obj) + βEb(∂ R(n)
obj) + γ Es(∂ R(n)

obj)

(10)

where α, β and γ are weighting parameters that balance the
contribution of the different energy terms. The minimiza-
tion of the above energy is performed using Euler–Lagrange
equations and implemented using level set functions. The
motion equation for the object contour 
(n) is given by:

d
(n)(x, t)

dt
=

(
αVb(


(n)) + βVr (

(n))

+γ Vs(

(n))

)
‖∇
(n)‖ (11)

with

Vb(

(n)) = g(P(x))κ(x) + ∇g(P(x)) · ∇
(n)

‖∇
(n)‖ (12)

Vr (

(n)) = −D( f̃ (x), fin) + D( f̃ (x), fout) (13)

Vs(

(n)) = −
0(h(
(n)) + h(
′)) − δ(
(n))

2
∫∫

�
H(
(n))dx

×
⎛
⎝
2

0 −
∫∫

�


2
0h(
(n))dx

⎞
⎠ (14)

with 
0 = (
(n) − 
′) and δ() is the delta function. In
Eq. (14), we denote by 
′ the transformed level set con-
tour 
(n−1) obtained using the transformation parameters
calculated in the last section. The symbol κ designates the
curvature of the zero level set, which is given by κ = div(∇
(n)/‖∇
(n)‖), where div is the vector divergence oper-
ator. The numerical implementation of Eq. (11) is performed
using the Narrow-Band algorithm [31]. In this algorithm,
all the derivatives in Eq. (11) are approximated using finite
differences. The level set function is re-initialized when the
zero level (i.e., the object contour) reaches the boundary of
the band. In our method, we count the period between two
re-initializations as one iteration and we recalculate the shape
weight γ for each narrow band, as explained in the following
paragraph.

As mentioned before, the shape information is added to
mitigate distraction of the object contour when the moving
object and the background share the same region informa-
tion. To allow for the shape module to play this role, we
set the parameter γ that determines the contribution of the
shape information as follows. Let us define the parameter
ϑ = |R(n)

obj |/|R̄obj| that determines the area change of the

object in the current frame I (n), where |R̄obj| is the average
size of the object in the last L frames (I (n−L−1), . . . , I (n−1)).
We should set a high value for γ if we have the following
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Fig. 4 Graph of the function γ (ϑ) with a = 1, r = 1.5 and σ = 0.45

situation: (ϑ � r or r � ϑ), where r is the scaling factor
estimated in the last section. This is achieved by using the
following lenient function for setting the parameter γ :

γ (ϑ) = a
(

1 − (σ
√

2π)−1exp
(
−(ϑ − r)2/2σ 2

))
(15)

where σ controls the sensitivity of γ to the deviation of the
object size, defined by ϑ , from the tolerated value r . The
parameter a controls the contribution of the shape module to
Eq. (11). In Fig. 4, we show the graph of the function γ (ϑ),
setting a = 1, r = 1.5 and σ = 0.45. Using the function (4)
to set the contribution of the shape information in the track-
ing has the objective of maintaining the consistency of the
object shape between the last L frames and the current frame
by penalizing abrupt size changes for the object.

A remark should be made, however, for the shape con-
straint in scenarios of movements where a rapid shape change
occurs (e.g., rapid hand gestures). In fact, the predicted shape

′ with which the current contour is compared [see Eq. (9)]
may not perfectly reflect the real shape of the object in I (n).
Nevertheless, as long as the shape module weight γ remains
low, if the change in the area of the object is not large [see Eq.
(15)], the region and boundary modules will make a stronger
contribution to drive the object contour, allowing the contour
to be fitted to the real object boundaries.

3 Extension to multiple-objects tracking

Here, we assume that the image sequence contains N differ-
ent moving objects Robj1 , . . . , RobjN

lying on the background
Rbck. The number of objects is given initially by the user or
can be detected using any background subtraction algorithm,
if the camera is stable. Following the formulation of single-
object tracking, we define a similar energy functional (10) for

each object. It remains true, however, that the objects may
contact, or even occlude, each other.

To detect the occurrence of an occlusion, we use the prop-
erties of the level set functions representing the contours of
the objects. The distance function 


(n)
k of the object Robjk is

negative for pixels inside the object and positive for pixels
outside. An occlusion occurs between an object R(n)

objk
and

R(n)
objh

if some pixels have negative distance values for both

of the functions 

(n)
k and 


(n)
h , k �= h. Let N0 be the num-

ber of these pixels, which could be considered also as the
number of occluded pixels of one of the objects. We set the
constant a in the function (15) for the objects R(n)

objk
and R(n)

objh

to a = a0 + N0/|R(n)
objk

| and a = a0 + N0/|R(n)
objh

|, where a0

is the initial value of the constant a, which we set to 0.3. If
an occlusion occurs, the weight γ of the shape module will
be pushed to increase according to the function (15), which
increases the contribution of the shape information in order
to conserve the shape of the objects momentarily until the
end of the occlusion.

To illustrate how this works, Figs. 5 and 6 show two track-
ing examples in which two kinds of occlusion occur. In Fig. 5,
the sequence contains 25 frames and there are two moving
objects: the ellipse and the rectangle. The rectangle moves
from the right to the left side of the image and passes behind
the ellipse. The first row of the figure shows the tracking
results obtained for a sample of frames using our method with
the shape information. We set σ = 0.35 in function (15) and
L to four frames. The occluded object has kept its shape and
was not lost after the occlusion. The tracking results shown in
the second row of the figure have been obtained for the same
frames in the top row, but by suppressing the shape informa-
tion in the Eq. (11); i.e., we set γ = 0. The object has been
lost after the occlusion because of the contour shrinkage.

The video sequence in Fig. 6 contains 25 frames and the
moving object (the rectangle) has been totally occluded by
the background. Here, the constant a remains unchanged
from its initial value ao = 0.3 since the occlusion is not
caused by another moving object. Notice that although the
real object has disappeared its contour remained for a few
frames during the occlusion because of the shape constraint,
and finally disappeared. This permits an understanding of the
role of the shape module that constrains the object contour
to change smoothly in shape from frame to frame. That is, if
a total occlusion occurs and lasts only for a short time, there
is a possibility of recovering the occluded object.

4 Experiments

In all the experiments that we have conducted, in order to
reduce the image histogram dimension and simplify the cal-
culation of texture information, each band of the color space

123



SIViP (2007) 1:101–117 107

Fig. 5 Illustration of the advantage of using shape information in coping with occlusions. The first and second rows represent, respectively, the
tracking of two objects with and without the use of shape information. From left to right in each row, frames 0, 5, 8, 12, 16 and 21 are shown

Fig. 6 Illustration of tracking with a total occlusion of the moving object by the background. From left to right, frames 0, 4, 8, 13, 18 and 22 are
shown

was quantized to 32 bins: {0, . . . , 31}. We set the size of
the neighborhood R(x) to 13 × 13 pixels. The same neigh-
borhood size was adopted for the calculation of the texture
features of each pixel, as shown in Sect. 2.1. To quantita-
tively evaluate the performance of the proposed method, we
used two different criteria. The first criterion measures the
accuracy of the spatial location of the tracked objects. Sup-
pose R(n)

obj is an object location that results from the tracking

in frame I (n), and G(n)
obj is the ground-truth obtained by hand

segmenting the object in the same frame. The object location
error is given by:

ε1 = |(G(n)
obj − R(n)

obj) ∪ (R(n)
obj − G(n)

obj)|
|G(n)

obj| + |R(n)
obj |

(16)

where “−” denotes the set difference operator. The error ε1 ∈
[0, 1] measures the union of the two contours minus their
intersection, all divided by the sum of their areas. In other
words, this error tells us the percentage of misclassified pix-
els. The second criterion, introduced in [32], measures the
discrepancy between an object reference histogram Href (i.e.,
in frame I (0)) and the histogram of the same object H (n)

obtained after tracking in frame I (n). The histogram discrep-
ancy is given by:

ε2 =
√∑

c

[
r1 H (n)(c) − r2 Href(c)

]2

N H (n) + N Href
(17)

where r1 and r2 are scaling parameters used to normalize the
data when the total number of elements in the two histograms

is different. They are given by r1 =
√

N Href
N H (n) , r2 = 1

r1
, where

N H = ∑
c H (n)(c) and N Href = ∑

c Href(c) (the sum-
mation here is made over the color bins c). The range of
the error ε2 is [0, 1], where ε2 = 0 corresponds to identical
histograms. Note that when we evaluate the tracking perfor-
mance in a sequence, the errors ε1 and ε2 are averaged for
each frame over the number of tracked objects.

In the first experiment, we illustrate the importance of
the boundary information for our object tracking method.
Figure 7 shows an example where we run our tracking algo-
rithm with and without using the boundary information [set-
ting α to 0.3 and 0, respectively, in Eq. (11)]. We keep the
combination of the region and the shape information. The
sequence contains 123 frames. The mixture models of the
object and the background are made, respectively, of three
and four components. As an illustration, we show the track-
ing result in frames 47 and 48: the left image of each row
shows the initialization from frame 47, the middle and right
images, respectively, show the tracking result in frame 48
without and with the boundary information. Notice the leak
in the object contour in Fig. 7b, where the tracking result
was obtained without using the boundary information. The
object contour has erroneously assigned some pixels to the
background because the object color in this area is similar
to that of the background. Having the boundary informa-
tion allowed us to correct the contour position by aligning
it with the real object boundaries. Notice also the presence
of a coarse texture in the background of the images. How-
ever, since the region information combines color and texture
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Fig. 7 Example showing the importance of boundary information for tracking: a represents the contour initialization from the previous frame, b,
c show tracking results without and with the boundary information. The graph in d represents the error ε1 for the sequence

features, the algorithm has succeeded in tracking the feet of
the walking girl. Finally, we hand segmented the sequence;
Fig. 7d shows the graph of the object location error ε1. Using
the boundary information did in fact reduce the error in the
object location. We should note, however, that setting very
high values for α would make the tracking very sensitive to
spurious edges. After several tests, the values α = 0.3 and
β = 0.3 gave the best performance and a good compromise
between boundary and region information. These values are
adopted in the rest of the experiments.

To show the robustness of the proposed method to noise,
an example is presented in Fig. 8 where a Gaussian noise
with zero mean and standard deviation σn = 3 was added
to the sequence shown in Fig. 7. We ran the tracking on the
noisy sequence with the combination of region, boundary
and shape information. We performed the tracking on the
same sequence using the method proposed in [22], in which
the object is tracked by matching the object histogram from
frame to frame using the level set method. Figure 9 shows
the graph of errors ε1 and ε2 for the two methods, calculated
for the sequence with added noise with σn = 3 and σn = 5,
respectively. Compared to histogram matching, we note that
for both the errors ε1 and ε2, our method permits a more
accurate spatial location and preservation of the region prop-
erties of the object (see the graphs in Fig. 9). Note also that,
in the graph of ε1 when σn = 5, the error reached the extreme
value of 1 for histogram matching from frame 110, which is
reflected in the tracking by the loss of the object. The robust-
ness shown by our method can be explained partly by its use

of pixel classification based on local statistics, which is less
sensitive to noise than pixel-wise classification. On the other
hand, using the prior shape added a constraint to the contour
which prevented it from having large distractions.

Figure 10 shows another example of tracking performed
using our method and the method proposed in [22]. The video
sequence is composed of 260 frames, where the moving
object (the skater) and the background are modeled using
mixtures of two and four components, respectively. Here,
since the background changes rapidly, we recalculated the
mixture of the background every five frames. We set the
parameters σ = 0.35 and a0 = 0.3 in function (15), L
to 4 frames and α = β = 0.3 in Eq. (11). In the shown
frames, 28 and 118, notice a contact between the object and
a part of the background which has similar region properties
to the object. Using the method in [22], the contour errone-
ously included background pixels inside the object and we
had to re-initialize the object contour twice to continue the
tracking. The distraction was successfully overcome using
our method, where the contour has captured the true bound-
aries of the object thanks to the shape module. The same
experiment was performed with the “fish” sequence shown
in Fig. 11, keeping the same parameters for the algorithm.
The sequence contains 50 frames and there are two moving
objects (the two fish), each modeled using a mixture of one
component. The background is modeled using a mixture of
four components. The two objects were successfully tracked
using our method, whereas a severe distraction occurred with
the method in [22]. Figure 12 shows the graphs of the errors
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Fig. 8 An example showing robustness of the tracking to noise. In row
a, we show four original frames of a sequence (40, 46, 52 and 63, from
left to right). In row b, we show the tracking result obtained using the

method in [22]. In row c, we show the tracking result obtained using
our method

Fig. 9 Graphs of the errors ε1 and ε2 for the noisy sequence in Fig. 8: a, b show the graphs of ε1 for σn = 3 and σn = 5; c, d show the graphs of
ε2 for σn = 3 and σn = 5, respectively

ε1 and ε2 for the two sequences. Note how the distraction of
the contour for [22] increased both errors ε1 and ε2 for the
two examples, while for our method they remained free of
abrupt increases. Note also that in general for both methods

the errors increase slightly with the frame number, which
could be explained by the initialization of the object contour
in the current frame using the most recent tracking result,
which has the effect of accumulating the errors.
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Fig. 10 First example showing the role of the shape module in miti-
gating distraction of the object contour by the background. The tracking
is performed using: a the method proposed in [22] and b our method.

We show in a and b, from left to right and top to bottom, the tracking
results in frames 19, 22, 28, 112, 115 and 118

In Fig. 13, we show a tracking example on an IR video
sequence containing 650 frames. The sequence is down-
loaded from the OTCBVS Benchmark Dataset Collection.
In the sequence, two objects (pedestrians) composed of one
class each are tracked on a background composed of three
classes. An occlusion between the two objects occurs between
frames 400 and 415 of the sequence. We ran the tracking
algorithm with the same parameters as in the previous exam-
ples. The tracking of the two objects was successful for all
the frames of the sequence. Below each image we show
the value of the parameter γ , that we denote by γ1 for the
object that moves from left to right and γ2 for the second
object. Finally, Fig. 14 shows an example of tracking of two
objects where we used a combination of region and boundary
features in the color and IR images of two sequences. The
sequences were also downloaded from the OTCBVS Bench-
mark Dataset Collection and contain 1,500 frames each. The
mixtures of the two moving objects are made of two com-
ponents each, while the mixture of the background has five
components. Note that performing the tracking using only
the color sequence is very challenging since the background
has similar color features to some parts of the objects. Add-
ing the IR information enhanced the discrimination power
of the region features between the moving objects (pedes-
trians) and the background. We considered the IR image
as one band and calculated the texture features using the
co-occurrence matrix. We concatenated in one vector the

color and texture features extracted from the color and IR
images. In the sequence, an occlusion has occurred between
the two tracked objects from frame 53 to frame 71. As shown
in the figure, the objects were successfully tracked using the
proposed method. We also show the value of the parameter
γ , denoted by γ1 for the object moving from left to right and
by γ2 for the object moving from right to left.

Finally, Table 1 gives the different parameters involved in
the proposed method, with their ranges and recommended
values for tracking. A column has been included in the table
to indicate whether or not each parameter has an influence
on the computation time of the algorithm.

4.1 Limitations of the proposed method

In the preceding examples, we demonstrated the success of
the proposed tracking for several sequences with noise, clut-
tered backgrounds and inter-object occlusions. The success
of the method also results from the satisfaction of our initial
assumptions related to the constancy of the object’s photo-
metric properties (conservation of the object color) and the
swift, short-lived character of the occlusions. In the absence
of these assumptions, the tracking may fail, as illustrated in
Figs. 15 and 16. In Fig. 15, we show the result of an exper-
iment where the tracking sequence contains 53 frames of
size 166 × 288 and there is a single moving object mod-
eled by a mixture of two components, while the background
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Fig. 11 Second example showing the role of the shape module in miti-
gating distraction of the object contour by the background. The tracking
is performed using: a the method proposed in [22] and b our method.

We show in a and b, from left to right and top to bottom, the tracking
results in frames 2, 7, 11, 15, 20, 25, 30 and 35

Table 1 Table giving the
different parameters involved in
the method, their ranges and the
recommended values

Parameters Range Recommended Influence on
value computation time

α, β, a0 [0, 1] 0.3, 0.3, 0.3 Yes

N Z+, �= 0 {1,…, 10} Yes

|R(x)| 9 × 9, . . . , 19 × 19 13 × 13 Yes (off-line)

L Z+, �= 0 4–8 No

σ �+, �= 0 0.35 No

Video resolution Any – Yes

mixture has five components. To show the robustness of our
method to illumination changes, we changed the brightness
of each frame from column 178–288 using a Gamma cor-
rection; that is, we first normalized each color band in the
interval [0, 1] using a linear dynamic change, then we raised
the resulting values to different powers ν, where 0 ≤ ν ≤ 1.
Note that the smaller the value of ν, the brighter the resultant
image. Finally, we performed another linear dynamic change
to restore the initial color range {0, 1, . . . , 31}. We observe
in Fig. 15 that the tracking is quite robust for higher values

of ν. However, accuracy begins to drop when the change of
the brightness is severe (see Fig. 15d). One solution that we
propose to address this problem is to use adaptive mixture
models to represent objects with varying photometric prop-
erties. The model in [6] could be adapted, for example, to
evolve the object contours adaptively to data, and boundary
and shape information could be added to the model to cope
with background distractions and occlusions.

Figure 16 shows two examples of tracking for the same
sequence, synthetically creating two occlusions with differ-
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Fig. 12 a, b show the graphs of the errors ε1 and ε2 for the sequence in Figs. 10c and d show the same graphs for the sequence in Fig. 11

Fig. 13 Example of multiple object tracking on an IR video sequence using the proposed method. The images represent the tracking results in
frames (from left to right and top to bottom) 381, 389, 391, 399, 402, 418, 425 and 427

ent width for the moving object. The first occlusion occurred
between frames 24 and 29 and the object was recovered after
the occlusion thanks to the shape module. The second occlu-
sion occurred between frames 24 and 37 and the object was
lost. This example shows one of the main limitations of the
proposed method when the occlusion is not short-lived. One
solution that could be advocated for this problem is to com-

bine detection and tracking and automatically re-initialize
the contour of the object after the occlusion to recover the
tracking.

The last limitation of our method is common to most of
active-contour approaches. When performing the tracking in
a current frame, a part of the tracked object must initially
be contained within the contour; otherwise, the contour may
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Fig. 14 Example of multiple object tracking combining color and IR
image features. We show the tracking results in frames 44, 52, 59, 67,
75 and 77 (from left to right and top to bottom) of the color and IR

sequences, respectively. Frames with the same number in the color and
IR sequence are placed side by side

disappear and the object be lost forever. This condition is
not always satisfied, e.g. when the movement of the object is
very fast. To augment the probability of good contour initial-
ization, we can directly use the level set function 
′ which
gives the best prediction of the current location of the object.
Figure 17 shows the tracking result for the ball in the “ten-
nis” video sequence, using the previous tracking result con-
tour or the predicted one as initialization. The ball (modeled
by a mixture of one component) was successfully tracked
using the prediction (see row (a)); whereas the object con-
tour disappeared when only the previous tracking result was
used as initialization (see row (b)). We should note, however,
that using the contour 
′ guarantees that the initial contour
contains a part of the object only if the latter moves with a
relatively constant speed. If the object accelerates suddenly
between two frames, the object position may not be effi-
ciently predicted by using the previous motion speed.

5 Summary and discussion

This paper presents an effective method for combining
region, boundary and shape information to yield a robust

tracking under severe conditions like cluttered backgrounds,
noisy images and object occlusions. While the region and
boundary are extracted statistically in the images, the shape
information is calculated adaptively to the dynamic of each
moving object. The experimental results demonstrated good
tracking performance despite the presence of occlusions and
the possibility of contour distractions. However, there are still
issues and challenges that have to be overcome in the future
in order to make the method applicable to real-time tracking.

For the tracking examples presented, the average running
time is 2 frames/s with an Intel Pentium4 2.5 GHz proces-
sor and 512 MB RAM. Of course, this time does not include
the computation of the mixture models and the texture and
boundary features, which are calculated off-line. For the cal-
culation of the mixture models, for example, we used the
EM algorithm [27], where the time to convergence depends
on the number of mixture components, the dimensionality
of the data and the likelihood function [26,27]. Note also
that the computation time increases with the resolution of
the video, since more iterations are required for the level
set functions to converge to the object boundaries. In future
work, we can improve the computation time of the method
in two ways. First, using multi-resolution analysis, we can
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Fig. 15 Illustration of tracking under illumination change: columns a–d show the tracking result when the Gamma correction parameter ν is set
to 0.67, 0.40, 0.20 and 0.10, respectively. In each column, from top to bottom, we show frames 33, 36, 39, 42 and 48

speed up the evolution of the object contours and process
high-resolution videos in less time. Further, using fast numer-
ical schemes for resolving the level set in Eq. (11) (see [7,33]
and the references given there) can significantly enhance the
speed of the algorithm. Finally, multiple-object tracking can
be implemented in parallel programming with a special pro-
cessing step to handle object occlusions.

Note also that for all the examples shown in the paper, seg-
mentation of the objects is performed manually in the first
frame (frame 0). This segmentation could be performed auto-
matically, by combining detection and tracking, for example.
However, that would require that the camera be sufficiently
stable for the initial frames of the sequence. Another way
to perform automatic initialization is to use motion calcula-
tion and segmentation in order to separate different moving
objects, then fit a mixture model for their distribution of color
and texture. However, different parts of the same object may
move differently, causing object over-segmentation. Com-
bining detection and motion would seem to be promising
way to perform automatic initialization: for instance, one can
estimate the motion of the camera and use a motion-compen-
sated detection (e.g., inter-frame difference) for segmenting
the initial objects.

Finally, features derived from texture Gabor filters, edge
orientation or motion could be used in addition to the set
of features used in this paper in order to enhance the rep-
resentation of the objects. In our experiments, for example,
we showed an example in Fig. 14 for tracking by fusing
region and boundary information from color and IR image
sequences. We believe that more work is needed in the future
to fuse more cues from the two sensors (e.g., wavelets, edge
orientation), and apply the method for tracking specific
objects such as faces, pedestrians and traffic vehicles.

Acknowledgments The completion of this research was made pos-
sible thanks to the Natural Sciences and Engineering Council of Can-
ada (NSERC) and Bell Canada’s support through its Bell University
Laboratories R&D programs. We thank the reviewers for their helpful
comments.

6 Appendix

In what follows, we give the formulas used for calculating the
correlogram features. Consider a correlogram matrix calcu-
lated using a displacement υ and orientation φ. The energy
(EN), entropy (ET), inverse-difference-moment (IDM) and
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Fig. 16 Examples of tracking with two synthetic occlusions: a shows
an example of tracking success with a small synthetic occlusion, b shows
an example of tracking failure when the occlusion is larger. The frames

shown in a and b, from left to right and from top to bottom, are 16, 22,
25, 28, 30 and 38

Fig. 17 Example of tracking using as initialization: a the contour from the last tracking result, b the predicted contour

correlation(C) of the matrix are calculated as follows:

EN(υ, φ) =
∑
ci ,c j

(Cυ,φ(ci ; c j ))
2 (18)

ET(υ, φ) =
∑
ci ,c j

−Cυ,φ(ci ; c j )log(Cυ,φ(ci ; c j )) (19)

IDM(υ, φ) =
∑
ci ,c j

1

(1 + ‖ci − c j‖2)
Cυ,φ(ci ; c j ) (20)

C(υ, φ) =
∑
ci ,c j

(ci − Mx )(c j − My)
T

|�x ||�y | Cυ,φ(ci ; c j ) (21)
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where we have

Mx (υ, φ) =
∑

ci

ci

∑
c j

Cυ,φ(ci ; c j )

My(υ, φ) =
∑
c j

c j

∑
ci

Cυ,φ(ci ; c j )

�x (υ, φ) =
∑

ci

(ci − Mx )
T (ci − Mx )

∑
c j

Cυ,φ(ci ; c j )

�y(υ, φ) =
∑
c j

(c j − My)
T (c j − My)

∑
ci

Cυ,φ(ci ; c j )

and |�x | (resp. |�y | ) denotes the determinant of the matrix
�x (resp. �y ). It is important to understand the meaning of
each of the above texture features. First, EN describes the
uniformity of a texture. In a homogeneous image, there are
very few dominant color-tone transitions. Hence, the cor-
relogram of such image will have fewer entries of large
magnitude and, therefore, a high energy value. The second
feature, ET, measures the randomness of the elements of the
correlogram. A homogeneous texture will have a low entropy
and vice versa. The IDM has a high relatively value when the
high values of the correlogram are concentrated near the diag-
onal (because the term ‖ci − c j‖2 is smaller in that part of
the matrix). It follows that IDM is high when there are small
regions in the texture with the same color, which could be
taken as a measure of the coarseness of the texture. Finally,
C measures the correlation between the different elements of
the correlogram. When C is high the texture is more complex
than when C is low.
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