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Abstract. In this paper, we propose a new approach for detecting peo-
ple in video sequences based on geometrical features and AdaBoost learn-
ing. Unlike its predecessors, our approach uses features calculated di-
rectly from silhouettes produced by change detection algorithms. More-
over, feature analysis is done part by part for each silhouette, making
our approach efficiently applicable for partially-occluded pedestrians and
groups of people detection. Experiments on real-world videos showed us
the performance of the proposed approach for real-time pedestrian de-
tection.
Keywords: People detection, geometrical features, AdaBoost.

1 Introduction

Automatic human detection is a key issue for many computer vision applications,
such as robotics, video surveillance, human computer interaction and automated
person assistance [1]. Recently, several approaches have been proposed for people
modeling and detection in videos. These approaches can be broadly classified into
two main groups.

In the first group, methods based on histograms of oriented gradients (HoG)
are used to learn the shape of humans using techniques such as Adaboost [2–5] or
support vector machines (SVM) [6, 7]. The main advantage of those methods is
that the detection relies on features based on the derivatives of the image, which
are less sensitive to variations of human appearance. These features put together
in high-dimensional vectors are assumed to capture the pedestrian shape. How-
ever, if an object is partially occluded, or the pedestrian walks against a cluttered
background, or in a group of people, the detection may fail since a great part
of the pedestrian boundary will be missed. In the second group, learning tech-
niques are used with features similar to Haar wavelets [8, 9]. The success of those
methods relies on the assumption that the pedestrians walk against a uniform
background, allowing block differences (i.e., wavelets-like features) to capture the
different parts of a pedestrian. Therefore, the contour must be strong enough
to distinguish the pedestrian from its immediate neighborhood in the image.
Besides, since the detection relies on block differences, the variation in pedes-
trian versus background appearance will influence the description, which is not
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desirable for a detection that is robust to appearance changes, like the methods
in the first group.

One major limitation in the above methods lies in the fact that they are
dedicated to single, non-occluded, person detection. If several persons walk in
a group, or in the occurrence of occlusions, the detection can fail since a great
part of the boundary of the person will be lost (in the group). For realistic
scenarios, it is important that a pedestrian detection algorithm should work
for both isolated humans and groups of people. Last but not least, the above
methods require to scan the whole image and test for every possible window if
it contains a pedestrian. This can be computationally expensive and, therefore,
not suitable for real-time applications like video surveillance.

In the present paper, we propose an efficient and real-time approach for peo-
ple detection in videos. Based on the output of change detection algorithms, we
use directly the generated silhouettes to detect if a moving objet is a pedestrian
or not. We rely for our detection on using example-based learning approach
where a model of pedestrians is generated. First, each silhouette is analyzed ge-
ometrically, and part by part, to detect if it contains possible humans. In other
words, we detect if a blob corresponds to a group of people, to a person with
another objet (e.g., a person on a bicycle, etc.), or if it does not contain any hu-
man. If a blob is likely containing humans, a second analysis is performed on the
blob in order to isolate each person. For each step, we use AdaBoost algorithm
to learn a model from several examples of human silhouettes, and use the model
to classify each new silhouette.

This paper is organized as follows: Section 2 presents the main steps com-
posing our approach. Section 3 presents some experiments on real world videos.
We end the paper with a conclusion and future work perspectives.

2 The proposed approach

In what follows, we present the different modules that compose our algorithm.
Starting from the first frame of the sequence, an adaptive background model
is built for the sequence as time goes on. Given a new frame of the sequence,
a change detection is operated first to separate the moving objects from the
rest of the image. Then, a first analysis is performed on the resulting blobs in
order to detect the ones that may contain people. Finally, the analysis is refined
on those blobs in order to isolate each person. Fig. 1 gives an overview of the
different modules composing our algorithm. In the following sections, we develop
separately the details of each module.

2.1 Background subtraction

Since our approach uses object silhouettes, a good background subtraction al-
gorithm is essential to the success of our detection. In the literature, there are
several change detection algorithms that vary in complexity and efficiency. They
range from the most näıve absolute difference between pixels to more complicated
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Fig. 1: Architecture for our moving pedestrian detection in videos.

algorithms that create a statistical model of the image, and process individual
pixels based on their historic rate of change [10–13]. While the former is fast,
but lacks efficiency, the latter is expensive in computation time and memory.
To achieve a fast, yet efficient, change detection we propose an approach that
focuses on the regions with the highest occupancy, aiming to process only the
regions that interest us (i.e., where the presumed pedestrians are likely to be
located). We achieve that by concentrating in the areas of the image where the
change density is higher, i.e., where a large number of pixels has changed. This
aims to exclude regions with relatively small changes due to non-stationary back-
grounds (i.e., swaying trees, etc.). Therefore, it allows to filter most noise and
image artifacts while focusing on potential humans.

First, we initialize the background model B with the first image of a given
video sequence. In ideal conditions, this image will not contain moving objects.
The algorithm then starts to process all subsequent images. For each image I,
our algorithm calculates a coarse foreground mask M and its complement M’.
The process to calculate M is the following: 1) The image I is divided by the
background model B and multiplied by a fixed coefficient C . 2) The resultant
matrix is then filtered by hysteresis [14]. When filtered by hysteresis, an upper
threshold and a lower threshold are applied. In our example, we apply a range
C±R , where C+R is the upper threshold and C−R is the lower threshold. Both
C and R are values that are determined empirically (please see the experimental
results section). 3) The resultant mask is dilated using a morphological filter,
where holes are filled as well. This preliminary coarse subtraction provides the
regions that are most different between the background model B and the current
image I. We call this mask M. Then, the absolute difference between I and B
is calculated for the pixels in M and then thresholded.
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(a) (b) (c) (d)

(e) (f) (g) (h)

Fig. 2: a) Original background model B; b) Frame to be processed I; c) Coarse
mask M obtained after the first filtering; d) Mask complement M’; e) Image
resulting of multiplying the background model by the mask B x M = I’; f)
Reconstructed background model Bt+1; g) Subtracted image; h) Final blobs
after morphological dilation and hole filling.

Fig. 2 shows an example of background subtraction using our approach. To
update the background model, the algorithm takes the current image I and
multiplies it by the mask complement M’. This provides the current background
I’ without the moving blobs. The background model Bt is multiplied then by
the mask M, and that provides the background model B’ that belongs only to
the blob section. The combination I’+B’ gives the updated background model
Bt+1 .

We compared different background methods against our approach to find
the most suitable one. This comparison (by no means exhaustive) considered
the frame difference (FD) method, the approximate median (AM) method, and
the mixture of Gaussians (MoG) method. The major flaw of all those methods
against ours is that, even though the background model is dynamically updated,
objects tend to fade out and become part of the background as time goes along.
Fig. 3 shows example illustrating this fact. We can note that the chair disap-
pears after a number of frames (see the second column of the figure). The frame
difference method generates a trailing that increases the effective surface of the
silhouette. MoG provides, in general, better results than FD and AM, but it is
computationally very expensive. Among the compared methods, our approach
provides the most sharp and regular silhouette contours, which is very critical
for calculating accurate geometrical features as will be explained in the next
sections.
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2.2 Groups of people detection

Once the candidate blobs have been identified, a blob segmentation process
is necessary to determine whether a single person or a group of persons are
contained within each blob. One approach used by [15] is to obtain a projection
histogram of the blob. The projection histogram calculates the sum of all positive
pixels on a given row. Unfortunately, such approach is not always good, for
example, when the pedestrian is leaning to one side and the head is not in line
with the rest of the body.

Fig. 3: Comparison between different background subtraction methods. The first
row shows the original images, whereas the rows below show, respectively, the
frame difference method, the approximate median method, the mixture of Gaus-
sians method, and our proposed approach.
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The approach we took is to trace a blob curve based on the distances of
the first positive pixel (on a vertical direction) to the horizontal line passing
through the center of the blob. The lowest points in the blob will give the lower
curve values, and vice versa. The curve will then be equal as the blob’s top
boundary profile (see Fig. 4). Once the curve is established, we detect its peaks
and valleys. Then, we segment each blob using the peaks as the middle of the
pedestrian candidate and the peak’s adjacent valleys as the pedestrian lateral
limits. Fig. 4 shows an example of group of people detection. Each pedestrian
candidate is surrounded by a red square (see Fig. 4.d), the horizontal limits of
the squares are given by the blob’s valleys, and the presumed pedestrian heads
are given by the blob’s peaks.

(a) (b)

(c) (d)

Fig. 4: a) Source image; b) Horizontal profile with maximum and minimums
already marked; c) Image with profile line superimposed (only over the detected
blobs); d) Segmented blobs.

2.3 Geometrical feature extraction

The Histogram of Oriented Gradients (HoG) is a method that has been widely
used to represent the shape information of the objets. In our work, we use this
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information for identifying blobs that contain humans. Since we have the silhou-
ettes of moving objets, we extract the HoG only for the supposed pedestrian’s
head’s silhouette that we detect in the blobs. The algorithm takes a segmented
blob and the boundary of its upper portion (1/5) that will be the region of
interest (ROI) to be used to calculate the HoG. We then build the gradient ori-
entation histogram by grouping the occurrences of each angle using 9 bins. To
make the histograms invariant to scale change, we normalize the histograms by
dividing each bin by the number of pixels on the object contour.

When a blob likely contain humans, a second analysis will consist of isolating
each person contained in the blob. For this purpose, we use geometrical features
calculated from each silhouette, where we first segment each blob using the
peaks as the middle of the pedestrian candidate and the peak’s adjacent valleys
as the pedestrian lateral limits, as explains in section (2.2). We then train an
AdaBoost model for human silhouettes according to the features w1

w2
, w2

w3
, H1

H2
,

H1

H3
, H2

H3
, w3

H1+H2+H3
, w2

H1

w3

H3
calculated on the blob segments (see Fig. 5.a), and

the normalized distance-versus-angle signature r(α) (see Figs. 5.b and 5.c). For
training, we used 400 examples of human silhouettes extracted from real videos.

(a) (b) (c)

Fig. 5: Geometrical features calculated for each silhouette: a) inter-parts dis-
tances, b) global shape signature, c) the signature in b) shown for 200 examples
of human silhouettes (the red line represents the median signature).

Since we require a binary classification for our silhouettes, Adaboost algo-
rithm [16] is suitable for this task. Adaboost works by combining several weak
linear classifiers to construct a strong classifier. A weak classifier is defined to be
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a classifier which is only slightly correlated with the true classification (it can
label examples better than random guessing). The number of weak classifiers
used during training impacts on the correctness of the final classifier. Intuitively,
we could say that the more weak classifiers we combine, the more correct the
final classifier is expected to be. However, we found that there is a ’sweet spot’
in terms of number of classifiers, and increasing the number of rounds does not
necessarily have a positive impact on performance (see Table 1).

3 Experimental Results

For the training set, we use a dataset of 800 examples (400 positive examples -
belonging to humans- and 400 negative examples). Out of 400 positive examples,
250 were extracted from the PETS 2009 sequences after applying background
subtraction, and the others from other videos. Negative examples were chosen
not to contain human silhouettes but instead objects likely to move in front of
a camera, such as vehicles or pets. For our experiments, we obtained experi-
mentally the optimal number of classifiers that is suitable for our algorithm. To
establish this number, we trained the model using 20, 30, 40, 50, and 60 weak
classifiers, respectively. Then, we used the obtained model to classify 100 labeled
data that do not belong to the training set. We found that the combination of
40 weak classifiers gives the best results. We define Precision as TP

TP+FP , Recall

as TP
TP+FN , and Accuracy as TP+TN

TP+TN+FP+FN ; where TP (True positives) is the
number of human blobs detected as such, TN (True negatives) is the number
of human blobs classified as such; FP (False Positives) is the number of blobs
classified as human when they are not, FN (False Negatives) is the number of
blobs classified as non human when they’re in fact human. Table 1 gives the
values of these criteria for establishing the best number of classifiers:

Number of weak classifiers: 20 30 40 50 60

Precision 0.869 0.903 0.939 0.931 0.932
Recall 0.923 0.931 0.946 0.938 0.937

Accuracy 0.895 0.917 0.944 0.939 0.938

Table 1: Precision, recall and accuracy vs. number of weak classifiers

We tested our algorithm using different video sequences. We used experimen-
tal values of C = 0.5 for the normalization coefficient and R = 0.1 for hysteresis
thresholding. After the preliminary difference is multiplied by the mask, we ap-
ply an empirical threshold of 0.01 for background subtraction. Then, we apply
closing and opening morphological operations using a 5× 5 diamond structure.
Finally, we smooth out the silhouette image using a 3×3 Gaussian filter in order
to obtain regular silhouette contours.

One video we used was ”RedChair.avi” [17]. This video has 187 frames and
shows a man carrying a chair across a room. This gives us the opportunity of
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identifying the person alone, or partially occluded, or both (e.g., if the same
blob contains a person and non-person object). Fig. 6 shows an example from
this video. From left to right and top to bottom, we show frames 54, 67, 60
and 75 of the sequence with the detected blobs in each frame. Green rectangles
delimit the blobs identified as pedestrians, whereas red rectangles delimit the
blobs identified as non-pedestrian. In the first row, we notice that whether there
is either backward or forward occlusion, the detection is positive and the whole
blob is marked as pedestrian. In the bottom row, even though they are part of
the same blob, both objects are properly detected and classified as pedestrian
or non-pedestrian. Finally, the last frame shows a non-human object that is left
at the scene and correctly classified as non-pedestrian.

Fig. 6: Example of person detection. We show from left to right and top to
bottom frames 54, 67, 60 and 75 of the sequence with the detected blobs for each
frame. Green rectangles delimit the blobs identified as pedestrians, whereas red
rectangles delimit the blobs identified as non-pedestrian

Another video was based on the PETS 2009 benchmark data; we used the
dataset S0/Background/V iew008 to generate the background model and the
dataset S0/CityCenter/T ime12−34/V iew008 for the moving people. This yields
a sequence with a total of 939 frames which show pedestrians walking either
alone, in groups, or meeting to form groups and then dispersing. Fig. 7 shows
some examples extracted from this sequence.

Table 2 shows a quantitative performance evaluation of our method compared
to the HoG [2] and W4 [15] approaches. We note that the worst method for
the precision, recall and accuracy criteria is [15] since it uses critical points for
silhouette classification. The most time demanding method is [2] since it scans
all the image to detect possible pedestrians. While a comparable performance is
obtained for the precision, recall and accuracy criteria, the computational time is
much more efficient for our approach than [2]. Consequently, using our method
is more advantageous for real-time detection scenarios than using [2, 15]. Our
algorithm complexity sits at O(N) where N is the size of each frame, whereas
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Fig. 7: Example of person/group detection. The left column shows frames 58,
75, 94 and 472 from the PETS 2009 dataset (view 008, time 12:34). The right
column shows the detected blobs for each frame

it is O(N2) in [2]. Note that we developed all the test code using MATLAB
environment running on a dual core 64-bit processor @2GHZ with 4GB of RAM.
With this setup, we achieved performances of 9 fps (frames of 720x576 pixels).

4 Conclusion and discussion

In this paper, we presented an efficient and fast method for people detection in
videos. The method is based on Adaboost algorithm which operates a binary
classification on the silhouettes produced by change detection algorithms. Our
experiments demonstrated that our method detects people even in the presence
of occlusions and clutter. We demonstrated also that our method is suitable for
detecting both isolated individuals or groups of people, which is one of our major
contributions. Finally, we showed a quantitative performance for our approach
that demonstrate its usefulness and efficiency.

There are several roads leading to our method’s improvement. Further work
will be done over the background subtraction subject, more specifically on the
(now empiric) coefficients C, R, and the thresholding values. Gradient feature
extraction from zones other than head/shoulders could be added to improve ef-
ficiency. Other improvements could be classification using multi-class Adaboost,
to apply this algorithm to other objects (e.g., detecting pedestrians, different
types of vehicles, and road obstacles). Finally, we could enrich the algorithm by
using other features that aren’t related to the silhouette (e.g. motion informa-
tion).
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